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Abstract
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isfiability solvers to date. Although originally devised as a proof-procedure for first-
order logic, it has been used almost exclusively for propositional logic so far because
of its highly inefficient treatment of quantifiers, based on instantiation into ground
formulas. The FDPLL calculus by Baumgartner was the first successful attempt to
lift the procedure to the first-order level without resorting to ground instantiations.
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aspects as well. In addition to being a more faithful litfing of the DPLL procedure,
the new calculus contains a more systematic treatment of universal literals, which
are crucial to achieve efficiency in practice. The new calculus has been implemented
successfully in the Darwin system, described elsewhere. The main results of this
paper are theoretical, showing the soundness and completeness of the new calculus.
In addition, the paper provides a high-level description of a proof procedure for the
calculus, as well as a comparison with other calculi.
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1 Introduction

In propositional satisfiability the DPLL procedure, named after its authors:
Davis, Putnam, Logemann, and Loveland (Davis and Putnam, 1960; Davis
et al., 1962), is the dominant method for building (complete) SAT solvers.
Its popularity is due to its simplicity, its polynomial space requirements, and
the fact that, as a search procedure, it is amenable to powerful but also rel-
atively inexpensive heuristics for reducing the search space. Thanks to these
heuristics and to very careful engineering, the best SAT solvers today can suc-
cessfully attack real-world problems with hundreds of thousands of variables
and of clauses (Moskewicz et al.,; 2001; Goldberg and Novikov, 2002). These
solvers are so powerful that many developers of automated reasoning-based
tools are starting to use them as back-ends to solve first-order satisfiability
problems, albeit often in an incomplete way, by means of ingenious domain
specific translations into propositional logic (Joshi et al., 2001; Jackson, 2000;
Strichman et al., 2002).

Interestingly, the DPLL procedure was actually devised in origin as a proof-
procedure for first-order logic. Its treatment of quantifiers is highly inefficient,
however, because it is based on enumerating all possible ground instances of
an input formula’s clause form, and checking the propositional satisfiability of
each of these ground instances one at a time. Because of its primitive treat-
ment of quantifiers the DPLL procedure, which predates Robinson’s resolution
calculus by a few years, was quickly overshadowed by resolution as the method
of choice for automated first-order reasoning, and its use has been confined to
propositional satisfiability ever since. ?

Given the great success of DPLL-based SAT solvers today, two natural re-
search questions arise. One is whether the DPLL procedure can be properly
lifted to the first-order level—in the sense first-order resolution lifts proposi-
tional resolution, say. The other is whether those powerful search heuristics
that make DPLL so effective at the propositional level can be successfully
adapted to the first-order case. We answer the first of these two questions
affirmatively in this paper, providing a complete lifting of the DPLL proce-
dure to first-order clausal logic by means of a new sequent-style calculus, the
Model Evolution calculus, or ME for short. The ME calculus can be used to
answer the second question affirmatively as well, as we show in a companion
paper (Baumgartner et al., 2006a) describing a recent implementation of the
calculus.

The FDPLL calculus by Baumgartner (Baumgartner, 2000) was the first suc-
cessful attempt to lift the DPLL procedure to the first-order level without

2 But see Section 6 for a brief overview of first-order reasoning systems that use

the procedure to help them focus their search.



resorting to ground instantiations. FDPLL lifts to the first-order case the core
of the DPLL procedure, the splitting rule, but ignores another major aspect,
unit propagation (Zhang and Stickel, 1996), that although not necessary for
its completeness is absolutely crucial to its effectiveness in practice. The cal-
culus described in this paper lifts this aspect as well. While the ME calculus
borrows many fundamental ideas from FDPLL and generalizes it, it is not an
extension of FDPLL proper but of DPLL (Tinelli, 2002), a simple propositional
calculus modeling the main features of the DPLL procedure. As we will see,
the Model Evolution calculus is a direct lifting of DPLL in the sense that it
consists of appropriate first-order versions of DPLL’s rules, plus one additional
rule specific to the first-order case.

A very useful feature of the DPLL procedure—and of most propositional proof
procedures for that matter—is that it is able to provide a (Herbrand) model
of the input formula whenever that formula is satisfiable. The procedure, and
by extension the DPLL calculus, generates this model incrementally during
a derivation. The Model Evolution calculus can be seen as lifting this model
generation process to the first-order level. We could say that the purpose of the
Model Evolution calculus is, like the DPLL calculus, to construct a Herbrand
model of a given set ® of clauses, if any such model exists.

At each step of a derivation the calculus maintains a context A, that is, a finite
set of (possibly non-ground) literals. The context A is a finite—and compact—
representation of a Herbrand interpretation I, serving as a candidate model
for . The induced interpretation Iy might not be a model of ® because it
might not satisfy some clauses in ®. The purpose of the main rules of the
calculus is to detect this situation and either repair I, by modifying A, so
that it becomes a model of ®, or recognize that Iy is unrepairable and fail.
In addition to these rules, the calculus contains a number of simplification
rules whose purpose is, again like in DPLL, to simplify the clause set and, as
a consequence, to speed up the computation.

We call our calculus Model Evolution calculus because it starts with a default
candidate model, one that satisfies no positive literals, and “evolves it” as
needed until it becomes an actual model of the input clause set ®, or until it
is clear that ® has no models at all. Note that the DPLL calculus can be seen
as doing exactly the same thing, but for ground formulas only. The Model
Evolution calculus simply extends this behavior to non-ground formulas as
well. An important by-product of this model evolution process is that every
terminating derivation of a satisfiable clause set ® produces a context whose
induced interpretation is indeed a model of ®. This makes the calculus well
suited for all applications in which it is important to also provide counter-
examples of invalid statements, as opposed to simply proving their invalidity.

The Model Evolution calculus is refutationally sound and complete: an input



clause set ® is unsatisfiable if and only if the calculus (finitely) fails to find a
model for ®. The calculus is obviously non-terminating for arbitrary, satisfiable
input sets. With some of these clause sets, the calculus might go on repairing
their candidate model forever, without ever turning it into an actual model.
The calculus is however terminating for the class of ground clauses (of course),
and for the class of clauses resulting from the translation of conjunctions of
Bernays-Schonfinkel formulas into clause form.? The termination for ground
clause sets is a direct consequence of the fact that with such inputs the Model
Evolution calculus reduces to the DPLL calculus, as we will show. The reasons
for termination for Bernays-Schonfinkel formulas are similar to those given in
(Baumgartner, 2000) for FDPLL.

As mentioned, the Model Evolution calculus is already a significant improve-
ment over FDPLL because it is a more faithful litfing of the DPLL procedure,
having additional rules for simplifying the current clause set and the current
context. Another advantage over FPDLL is that it contains a more system-
atic and general treatment of universal literals, one of FDPLL’s optimizations.
As we will see, adding literals with universal variables to a context imposes
stronger restrictions on future modification of that context.

This has the consequence of greatly reducing the non-determinism in the cal-
culus, and hence the potential of leading to much faster implementations.

The paper is organized as follows. After some formal preliminaries, given be-
low, we briefly describe in Section 2 the DPLL procedure, and define the DPLL
calculus, a declarative version of the procedure. We then define and discuss
the Model Evolution calculus, in Section 3, showing how it extends DPLL. We
prove the calculus’ correctness in Section 4. In Section 5 we briefly describe
a proof procedure for the calculus as implemented in the Darwin theorem
prover (Baumgartner et al., 2006a). Then we discuss in Section 6 how the
calculus compares to other calculi in related work. We conclude the paper
in Section 7 with directions for further research. The more technical results
needed in Section 4 are proved in detail in the appendix.

1.1 Formal Preliminaries

In this paper, we use two disjoint, infinite sets of variables: a set X of universal
variables, which we will refer to just as variables, and another set V', which
we will always refer to as parameters. The reason for having two types of
variables will be explained later. We will use, possibly with subscripts, u, v to
denote elements of V', z,y to denote elements of X, and w to denote elements
of V.U X. We fix a signature ¥ throughout the paper. We denote by 3k

3 Such clauses contain no function symbols, but no other restrictions apply.



the expansion of ¥ obtained by adding to ¥ an infinite number of (Skolem)
constants not already in . By 3-term (X5°-term) we mean a term of signature
¥ (3%°) over V U X. In the following, we will simply say “term” to mean a
yko_term. If ¢ is a term we denote by Var(t) the set of t's variables and by
Par(t) the set of t’s parameters. A term ¢ is ground iff Var(t) = Par(t) = 0.
Two terms are variable-disjoint (parameter-disjoint) iff they have no variables
(parameters) in common. They are disjoint iff they are both variable- and
parameter-disjoint. We extend the above notation and terminology to literals
and clauses in the obvious way.

We adopt the usual notion of substitution over ¥%k°-expressions or sets thereof.
We also use the standard notion of unifier and of most general unifier. We will
denote by {w; +— t1, ..., w, — t,} the substitution o such that w;oc = t; for
alli=1,...,nand wo = w forall w € X UV \{wy,...,w,}. Also, we will de-
note by Dom(o) the set {wy,...,w,} and by Ran(o) the set {wyo, ..., w,0}.

If o is a substitution and W a subset of X U V| the restriction of ¢ to W,
denoted by oy is the substitution that maps every w € W to wo and every
w e (VUX)\W toitself. A substitution p is a renaming on W C (V U X) iff
pyw is a bijection of W onto W. For instance p := {x — u,v — u,u +— v} is a
renaming on V. Note however that p is not a renaming on V' U X as it maps
both = and v to u. We call a substitution simply a renaming if it is a renaming
on V U X. We call a substitution o parameter-preserving, or p-preserving for
short, if it is a renaming on V. Similarly, we call o variable-preserving if it is a
renaming on X. Note that a renaming is parameter-preserving iff it is variable-
preserving. For example, the renaming {z +— v,y — z,u — v,v — u} is both
variable- and parameter-preserving, wheres the renaming {x +— v,v — z} is
neither variable-preserving nor parameter-preserving.

If s and t are two terms, we say that s is more general than t, and write
s 2> t, iff there is a substitution o such that so = t*. We say that s is a
variant of t, and write s & t, iff s 2 t and ¢ = s or, equivalently, iff there is
a renaming p such that sp = t. We write s 7 t if s 2 ¢ but s % t. We say
that s is parameter-preserving more general than t, and write s > t, iff there
is a parameter-preserving substitution o such that so = ¢t. When s > ¢ we will
also say that t is a p-instance of s. Since the empty substitution is parameter-
preserving and the composition of two parameter-preserving substitutions is
also parameter preserving, it is immediate that the relation > is, like 2, both
reflexive and transitive. We say that s is a parameter-preserving variant, or
p-variant, of t, and write s >~ t, iff s > ¢t and t > s; equivalently, iff there is a
parameter-preserving renaming p such that sp = ¢.

We write s > t if s > ¢ but s % t. Note that both ~ and & are equivalence

i

4 The unification literature would write s < ¢ in the case above.



relations.

All of the above about substitutions is extended from terms to literals, that is,
atomic formulas or negated atomic formulas, in the obvious way. We denote
literals in general by the letters K, L. We denote by L the complement of a
literal L. As usual, a clause is a disjunction L; V ---V L, of zero or more
literals. We denote clauses by the letters C' and D and the empty clause by O.
We write L V C to denote a clause obtained as the disjunction of a (possibly
empty) clause C' and a literal L. When convenient, we will treat a clauses as
the set of its literals.

A Skolemizing substitution is a substitution 6 with Dom(0) C X that replaces
each variable in Dom/(0) by a fresh Skolem constant and every remaining ele-
ment of X UV by itself. A Skolemizing substitution for a literal L (clause C') is
a Skolemizing substitution 6 with Dom(0) = Var(L) (Dom(0) = Var(C')). We
write L% (C®k°) to denote the result of applying to L (C') some Skolemizing
substitution for L (C').

A (Herbrand) interpretation I over some signature € is a set of ground Q-
literals that contains either L or L, but not both, for every ground -literal
L. Satisfiability of Q)-literals and ()-clauses in [ is defined as follows.

The interpretation I satisfies (or is a model of) a ground literal L, written
I E L, iff L € I; I satisfies a ground clause C, iff I |= L for some L in C;
I satisfies a clause C, iff I |= C” for all ground instances C” of C; I satisfies
a clause set @, iff [ = C for all C' € ® in C. The interpretation I falsifies a
literal L (a clause C) if it does not satisfy L (C). Sometimes we will also say
that a clause C' is valid in I to mean that [ |= C.

2 The DPLL Calculus

The DPLL procedure can be used to decide the satisfiability of ground (or
propositional) formulas in conjunctive normal form or, more precisely, the
satisfiability of finite sets of ground clauses. The three essential operations
of the procedure are (i) unit resolution with backward subsumption, (ii) unit
subsumption, and (iii) recursive reduction to smaller problems. The procedure
can be roughly described as follows. °

Given an input clause set ®, whose satisfiability is to be checked, apply
unit propagation to it, that is; close ® under unit resolution with backward
subsumption, and eliminate in the process (a) all non-unit clauses subsumed

®  See the original papers (Davis and Putnam, 1960; Davis et al., 1962), among

others, for a more complete description.



C+#0,

i AR O, LVC .

Split — it {L¢&A,

ANLE O LVC ANLE O LVC —

L¢A

A FO L L¢A ALF® LVC
Assert ————— if fgé ’ Subsume - ’

ALF® L LdA ALF®

A+ & O ANLF® LVC
Empty ———————  if ®#£( Resolve — ’

AL O ALFQ®C

Fig. 1. The DPLL Calculus.

by a unit clause in the set and (b) all unit clauses whose atom occurs only
once in the set. If the closure ®* of ® contains the empty clause, then
fail. If ®* is the empty set, then succeed. Otherwise, choose an arbitrary
literal L from ®* and check recursively, and separately, the satisfiability of
®* U {L} and of ®* U {L}, succeeding if and only if one of the two subsets
is satisfiable.

The essence of this procedure can be captured by a sequent-style calculus, the
DPLL calculus, first described in (Tinelli, 2002), consisting of the derivation
rules in Figure 1.

The calculus manipulates sequents of the form A + &, where A, the context
of the sequent, is a finite set of ground literals and ® is a finite (multi)set of
ground clauses. °

The intended goal of the calculus is to derive a sequent of the form A + ()
from an initial sequent ) F @y, where ®y is a clause set to be checked
for satisfiability. If that is possible, then ® is satisfiable; otherwise, ®q is
unsatisfiable. Informally, the purpose of the context A is to store incrementally
a set of asserted literals, i.e., a set of literals in ®y that must or can be true
for @, to be satisfiable. When A F 0 is derivable from ) - &, the context A
is indeed a witness of ®q’s satisfiability as it describes a (Herbrand) model of
®(: one that satisfies an atom p in @ iff p occurs positively in A.

The context is grown by the Assert and the Split rules. The Assert rule models
the fact that every literal occurring as a unit clause in the the current clause
set must be satisfied for the whole clause set to be satisfied. The Split rule
corresponds to the decomposition in smaller subproblems of the DPLL proce-

6 As customary, we write A, L + ®, C, say, to denote the sequent A U {L} +
o U {C}.



dure. This rule is the only don’t-know non-deterministic rule of the calculus.
It is used to guess the truth value of an undetermined literal L in the clause
set @ of the current sequent A + &, where by undetermined we mean such
that neither L nor L is in the context A. The guess allows the continuation of
the derivation with either the sequent A, L = ® or with the sequent A, L = ®.

The other two main operations of the DPLL procedure, unit resolution with
backward subsumption and unit subsumption, are modeled respectively by
the Resolve and the Subsume rule. The Resolve rule removes from a clause all
literals whose complement has been asserted—which corresponds to generat-
ing the simplified clause by unit resolution and then discarding the old clause
by backward subsumption. The Subsume rule removes all clauses that contain
an asserted literal—because all of these clauses will be satisfied in any model
in which the asserted literal is true.

The DPLL calculus is easily proven sound, complete and terminating. It can
be shown (Tinelli, 2002) that the calculus maintains its completeness even if
one constrains the Split rule to split only on positive literals.” In other words,
there is no loss of completeness if Split is replaced by the rule:

L is positive,

- AF &, LVC Jezo

| — 1

P ALre. LvC ALF® LVC L¢A,
TéA

Another change that does not alter the calculus in any fundamental way is
the replacement of the Assert and Empty rules by the following more powerful
versions:

n >0,
A F® LyVvV---VL,VL . |Li,...,L, €A,
Assert’ if
AL+ ® LiV---VL,VL L¢A,
L¢A

Close

A+ ® LiV---VL, ¢ ® £ () orn >0,
if ¢ _
F O Ly,....Lp €A

Note that Assert’ and Close reduce respectively to Assert and Empty given
earlier when Ly V ---V L, has no literals (i.e., if n = 0). The reason Assert’

7 This fact is known in the SAT literature and is used as an optimization some

DPLL-based SAT solvers.



and Close do not really change the calculus is that each application of Assert’,
respectively Close, can be simulated by n applications of Resolve followed by
one application of Assert, repectively Empty. We point out that with Close the
Resolve rule becomes superfluous for completeness.

We mention the Split’, Assert” and Close rules here because they will facilitate
our comparison between the Model Evoution calculus and DPLL.

3 The Model Evolution Calculus

The Model Evolution calculus is a direct lifting of the DPLL calculus to the
first-order level. The lifting is achieved with a suitable first-order version of the
rules Split’, Assert’, Subsume, Resolve and Close of DPLL, with the addition of
an extra rule, Compact, which is a simplification rule specific to the first-order
case.

Similarly to DPLL, the derivation rules of the Model Evolution calculus apply
to and produce sequents of the form A = &. This time, however, A is a finite
set of literals possibly with variables and parameters, called again a context,
and & is a set of clauses possibly with variables.

As mentioned in the introduction, the context A in a sequent A = ® determines
an interpretation I, meant to be a model of ®. The purpose of the main rules
of the calculus is to recognize when I, is not a model of ®, and repair it so that
it can become one. The repairs are both localized and incremental, and based
on the computation of most general unifiers. The progressive repair process
or evolution of the candidate model starts with a default interpretation and
continues until an actual model is found or no further repairs are possible. The
calculus is non-deterministic because in some cases the current interpretation
can be repaired in two alternative ways, neither of which can be ruled out a
priori. With an initial sequent Ag F ®( then, this gives rise to a search space
of possible evolution sequences for I,,, the initial candidate model for ®.

To ease the technical presentation it comes handy to work with a pseudo-
literal —v, where v is a parameter that ranges over atoms. The intention is to
have —v stand by default for all negative literals.

We will show that when &g is unsatisfiable and Aq is just {—w} all possible
evolution sequences are finitely failed—making the calculus complete. We will
also show that, conversely, if all evolution sequences for I;_,, are finitely failed,
then @ is guaranteed to be unsatisfiable—making the calculus sound as well.
In the process, we will also show that non-failed finite sequences that cannot
be grown further end with a context whose candidate model is indeed a model



of (I)().
3.1 Contexts and Interpretations

The defining aspect of the calculus, modeled after FDPLL, is the way con-
texts are extended to the first-order case, and the role they play in driving the
derivation and the model generation process. Therefore, we start our descrip-
tion of the calculus with them.

Definition 3.1 (Context) A context is a set of the form {—v} U S where
v eV and S is a finite set of literals.

Where L is a literal and A a context, we will write L €. A if L is a variant of
a literal in A, L e~ A if L is a p-variant of a literal in A, and L e< Aif Lisa
p-instance of a literal in A.

The calculus works only with non-contradictory contexts.

Definition 3.2 (Contradictory) A literal L is contradictory with a context
A iff Lo = Ko for some K €~ A and some p-preserving substitution o. A
context A is contradictory iff it contains a literal that is contradictory with A.

Example 3.3 Let A := {-w, p(x1,11), =q(v1)}. Then —p(h(z),u), —p(v,u),
and q(y) are all contradictory with A. However, q(f(v)) and r(z), say, are
not. (Recall that x,x1,y; are variables while v, vy, u are parameters.)

A non-contradictory context induces a unique Herbrand interpretation by
means of the next three notions.

Definition 3.4 (Shields) Let K, L be literals with K 2 L. A literal K’
strongly shields L from K iff K Z K’ Z L, and K’ shields L from K iff
K z K" 2 L for some literal K" with K' > K". A context A (strongly)
shields L from K iff it contains a literal that (strongly) shields L from K.

Equivalently, A shields L from K iff K Z K” 2 L, for some K" e< A.

Definition 3.5 (Covers) Let L be a literal and A a context. A literal K
strongly covers L in A iff K 2 L and A does not shield L from K, and K
covers L in A iff K 2 L and A does not strongly shield L from K.

Definition 3.6 (Productivity) Let L be a literal, C a clause, and A a con-
text. A literal K produces L in A iff

(1) K covers L in A, and
(2) there is no K' € A that

10



(a) strongly covers L in A and
(b) shields L from K.

The context A produces L iff it contains a literal K that produces L in A. The
context A produces C' iff it produces one of C'’s literals.

From this definition it follows that any non-contradictory context containing
a parameter-free literal K produces all instances of K and does not produce
any instance of K. This is a special case of a more general result, saying that
any literal K produces all its p-instances in that context and does not produce
any p-instance of K (cf. Lemma A.6 below).

To help clarify their relationship, the concepts of shielding, covering and pro-
ducing are illustrated in Figure 2.

Example 3.7 Consider the context A = {-w,-p(x,u,a),p(v,a,x)}. Now,
p(u,u,w) produces p(a,a,a) in A, because p(u,u,w) covers p(a,a,a) in A
and there is no K’ € A that strongly covers —p(a, a,a) in A and that shields
p(a, a,a) from p(u, u, w). In fact, the only candidate literal for K' is —p(x, u, a).
That literal does shield p(a, a, a) from p(u, u, w)—which means that p(u, u, w)
does not strongly cover p(a,a,a) in A; however, it does not strongly cover
p(a,a,a) = —p(a,a,a) in A because p(v,a,x) € A shields —p(a,a,a) from
—p(z,u,a).

The context A produces p(a, a, b) because p(v, a,x) 2 p(a,a,b) and A does not
shield p(a,a,a) from p(v,a,x). But A does not produce —p(v, a,a). Although
—p(z,u,a) 2 —p(v,a,a) holds, there is a literal in A, namely p(v,a, x), that
strongly covers p(v,a,a) in A and that shields —p(v, a,a) from —p(z,u,a). O

A consequence of the presence of the pseudo-literal —v in every context A is
that A produces L or L for every literal L. We can use this fact to associate
to A a unique Herbrand interpretation.

Definition 3.8 (Induced interpretation) Let A be a non-contradictory con-
text with signature Y°5°. The interpretation induced by A, denoted by I, is
the Herbrand Y-interpretation that satisfies a positive ground X-literal L iff L
is produced by A.

For simplicity, we will sometimes say that a context satisfies/falsifies a literal
or a clause if its induced interpretation does so.

Note that while a context can contain literals with Skolem constants with
respect to some original signature Y, the induced interpretation is over the
original signature only. Also note that since it is possible for a context A to
produce both a positive ground literal L and its complement L, the above
definition is asymmetric, because in that case I, always chooses to satisfy L

11
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(a) K’ strongly shields L from K. (b) K’ shields L from K.
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Z > 35
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(c) K covers L in A. (d) K strongly covers L in A.
K}@ K' €A K
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(e) The only possible scenario when K covers L in A but K does not produce
L in A: some literal K’ € A shields L from K, and K’ strongly covers L in A
(and hence produces L in A).

Fig. 2. Tllustrations of the notions “shields”, “covers” and “produces”. See Defini-

tions 3.4, 3.5 and 3.6 for notation.

over L. Contrapositively, this means that if Iy satisfies a ground literal L and
L is positive, then L and possibly also L are produced by A. If on the other
hand L is negative, then L but not L is produced by A.

12



It should be clear now that the purpose of the pseudo-literal —v in a context
A is to provide a default truth-value to those ground literals whose value is
not determined by the rest of the context. In fact, consider a ground X-literal
L such that neither L nor L is produced by A\ {-w}. If L is positive, then it
is false in I, because it is not produced by A at all. If L is negative, then it is
true in I because it is produced by —w.

At this point a clarification on the complexity of the definition of productivity
is perhaps in order. One might think that the more intuitive definition stating
that

K produces L in A iff K strongly covers L in A,

is good enough to support Definition 3.8. While simpler, this definition is how-
ever not adequate for our purposes. The reason is that there exist (somewhat
complicated) contexts A and ground literals L such that A produces neither
L or L according to the simpler definition above.® Now, the requirement that
any context A produce L or L for every ground literal L is fundamental for
us, because it is used in the calculus to identify context literals that cause
ground clause instances to be falsified by the current induced interpretation
(see later). This requirement is indeed satisfied by the given Definition 3.6:
should a candidate literal K € A cover L in A but not produce L in A, then
there will be a literal K’ € A that shields L from K and produces L in A (cf.
Figure 2-(e)).

We refer the reader to (Fermiiller and Pichler, 2005) for a study on the com-
plexity of basic reasoning tasks on contexts? and their relation to other model
representation formalisms.

For a given sequent A + & the interpretation induced by the context A may
falsify a clause of ®. This situation is detectable through the computation of
context unifiers.

Definition 3.9 (Context Unifier) Let A be a context and
C=LV-VLnVLynV--V Ly
a parameter-free clause, where 0 < m < n. A substitution o is a context unifier

of C against A with remainder L, 10V ---V L,o iff there are fresh p-variants
Ki,..., K, €~ A such that

8 1In essence, this is possible because context literals may shield each other in a

cyclic way, preventing each one from producing L or L.

9 However, note that the context literals in (Fermiiller and Pichler, 2005) are all
variable-free or parameter-free. The “mixed” setting, where context literals may
contain both variables and parameters is being introduced with this paper.
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(1) o is a most general simultaneous unifier of { Ky, L1},...,{Kp, L,},
(2) foralli=1,...,m, (Par(K;))o CV,
(3) foralli=m+1,....n, (Par(K;))o € V.

We say, in addition, that o is productive iff K; produces Lo in A for all
1=1,...,n.

Fori=1,...,n, we call K; a context literal of 0. A context unifier o of C
against A with remainder Ly, 10V ---V Lyo is admissible (for Split) iff for all
distinct i,j =m+1,...,n, Var(L;o) N Var(L;o) = 0.

Note that each context unifier has a unique remainder. If ¢ is a context unifier
of a clause C' with remainder D we call each literal of D a remainder literal
of 0.

Example 3.10 Let A := {-w, p(vi,u1), —p(z1,9(z1)), q(vz, g(v2))} and
Cy =r(z) V —p(z,y). Then, the substitutions

op:={v—r(x), v, —x, uy — y}
oy :={v—r(vy), x— vy, up — y}

are both context unifiers of C against A with respective remainders r(x) V
—p(z,y) and r(vy) V —p(vq,y). While both oy and o4 are productive, only o9
is admissible. The context unifier o7 is not admissible because its remainder
literals are not variable-disjoint. By contrast, the substitution

o3 :={v—r(v), T— v, yr—u}

is a context unifier of C against A, this time with remainder r(v;), that is
both productive and admissible.

Consider now the clause Cy = —p(z,y) V —¢(x,y). The substitution
o4 = {v1 = v, up = g(v2), T V2, Y g(v2)}

is a context unifier of Cy against A with remainder —p(va, g(v2)). This context
unifier is admissible but it is not productive because the literal p(vy,u;) of A
chosen to unify with =p(x,y) does not produce —p(z,y)oy = p(vq, g(v2)). O

We point out for later comparisons with the DPLL calculus that when, in
Definition 3.9, C' is ground and —w is the only non-ground literal of A, the
substitution o is a context unifier of C' against A with remainder (L0 V
oV Lyo) = (Lps1 V-V Ly iff

(1) foralli=1,...,m, K; = L; and
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(2) for alli =m+1,...,n, L; is a positive literal and K; is a p-variant of
0.

Admissible context unifiers are fundamental in the Model Evolution calculus.
In fact, with a context A and a clause C', the existence of an admissible context
unifier of C' against A is a sign that I, might not be a model of C. This is
because it is possible to compute an admissible context unifier of C' against
A whenever A is non-contradictory and I, falsifies C. The discovery by the
calculus of an admissible context unifier o of C' against the current context
A prompts a modification of A that involves adding a literal of C'o, with the
goal of making C' valid in the new I,. This literal is chosen only among the
remainder literals of o, the reason being essentially that non-remainder literals
can be ignored with no loss of completeness.

Note that while the existence of an admissible context unifier o of C' against
A is necessary for the unsatisfiability of C' in I, it is not sufficient unless o
is also productive. As a matter of fact, for completeness the calculus needs
to add to the context only remainder literals of admissible unifiers that are
also productive. For greater flexibility, however, we allow it to add remain-
der literals of non-productive admissible unifiers as well. The reason is mostly
practical and twofold: first, when implementing the calculus, insisting on com-
puting only productive context unifiers can be considerably more expensive
than computing context unifiers that are usually, although not always, produc-
tive; second, sometimes “repairing” candidate models with remainder literals
from non-productive context unifiers can produce more constrained contexts,
as illustrated in the example that follows.

Example 3.11 Consider the context A := {-w, p(u), —q(g(y))} and the
clause C':= p(x) V q(z). The substitution

o:={v—plgy)), r— g(y)}

is a context unifier of C' against A with remainder p(g(y)), but it is not pro-
ductive. As a matter of fact, I, satisfies C', and so Co, because A produces
every ground instance of p(z). This means that there is no need to repair I
with the addition of p(g(y)) to A. However, as we explain in Section 3.2, hav-
ing the universal literal p(g(y)) in A along with p(u) considerably constrains
further repairs involving instances of p(u), with a corresponding reduction in
the search space. O

Productivity issues aside, we point out that although context unifiers for a
given clause C' and context A are easily computable (they are just simultane-
ous most general unifiers), they are not unique and may not be admissible.
Nevertheless, the calculus does not need to search for all admissible context
unifiers. For completeness purposes any admissible context unifier of C' against
A will do. Furthermore, and more important, admissible context unifiers are
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easily derived from non-admissible ones. In fact, let ¢ be a context unifier of
C against A with remainder D. If o has a remainder literal L that shares vari-
ables with another remainder literal, one can compose ¢ with a substitution
that moves the variables of L to fresh parameters and fixes everything else. It
is easy to see that a repeated application of this process leads to an admissible
context unifier op of C' whose remainder is included in Dp. For instance, the
non-admissible context unifiers ¢; in Example 3.10 can be turned into the
admissible one o3 by this kind of process.

Now, while the choice of an admissible context unifier over another is irrelevant
for completeness, some context unifiers are better than others for efficiency
purposes. A context unifier with an empty remainder for instance is always
preferrable to one with an non-empty remainder, because it lets the calculus
stop the derivation right away, as we will see. In general, context unifiers with a
smaller remainder are preferable over context unifiers with a longer remainder
because offer less choices for repairing the current model. Also, context uni-
fiers with parameter-free remainder literals are preferable over context unifiers
with variable-free remainder literals only. As we explain later, the addition of
a parameter-free literal to a context imposes more constraints on later addi-
tions than the addition of a variable-free literal, leading in principle to shorter
derivations.

3.2  Parameters vs. Varia