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Bugs: Category I

From a bad quicksort implementation:

int partition(int a[], int sz)

{

int pivot = a[0], i = 1, j = sz;

for (;;) {

while (a[j--] >= pivot);

while (a[i++] <= pivot);

if (i < j) swap(a, i, j);

else break;

}

return i;

}

Where’s the error?
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Bugs: Category II

The following isn’t quite an implementation of factorial:

int fact(int n)

{

int x = 2, total = 1;

while (x < n) total *= x++;

return total;

}

How do we know?

� Inspection/Analysis | classical Formal Methods (scary)

� Testing | fact(3) = 2
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Bugs and Testing

Run-time bugs are \easy" to detect by testing:

� Find the error-causing input

� Run program

� Run-time system reports error

Functionality bugs are \easy" to detect by testing:

� Find the error-causing input

� Run program

� Determine that behaviour doesn’t meet spec
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Testing Requires Speci�cations

Your spec can be: \does not cause a run-time fault"

Or: \calculates 100 places of �"

Or: \responds with at least 100 bytes of correct data within 10ms"

But: what’s the spec for a TCP/IP stack?
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Testing Requires Speci�cations

Your spec can be: \does not cause a run-time fault"

Or: \calculates 100 places of �"

Or: \responds with at least 100 bytes of correct data within 10ms"

But: what’s the spec for a TCP/IP stack?

But �rst, what’s TCP/IP?
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Networking: The TCP/IP Protocols

TCP ICMP UDP

IP

Sockets API (C)

Wire Interface

IP (Internet Protocol): unreliable asynchronous small messages, delivered

to IP addresses such as 128.34.1.14. Routed through the network.

UDP (User Datagram Protocol): as above, but delivered to IP address/Port

pairs 128.34.1.14 : 53.

TCP (Transmission Control Protocol): duplex streams, with retransmission,


ow control, congestion control, etc., between IP/Port pairs.

Underlies SMTP and http.
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Networking: The TCP/IP Protocols

TCP ICMP UDP

IP

Sockets API (C)

Wire Interface

IP (Internet Protocol): unreliable asynchronous small messages, delivered

to IP addresses such as 128.34.1.14. Routed through the network.

UDP (User Datagram Protocol): as above, but delivered to IP address/Port

pairs 128.34.1.14 : 53.

TCP (Transmission Control Protocol): duplex streams, with retransmission,


ow control, congestion control, etc., between IP/Port pairs.

Underlies SMTP and http. [Basis of Civilisation As We Know It]
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Big Picture

TCP ICMPUDP

IP

TCP ICMPUDP

IP

Global Application Global Application

IP network

Prog. Language

Dist. LibrariesDist. Libraries

Prog. Language

Sockets API
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The Network Mostly Works. But...

It’s a complicated artifact!

both for intrinsic reasons:

� concurrency

� packet loss, host failure, 
ow- and congestion-control

� time dependency

� defence against attack

and contingent reasons:

� the protocols (IP, UDP, ICMP, TCP, ...) and the Sockets API

embody many historical artifacts. Tweaked over time.
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How is it Described? Standard Practice:

� Original Request For Comment (RFC) standards from 1980{81:

User Datagram Protocol 768 1980 3pp

Internet Protocol 791 1981 iii+45pp

Transmission Control Protocol 793 1981 iii+85pp

� Later RFCs, options, modi�cations

� POSIX (Sockets API)

� Well-known texts, e.g. Stevens’s TCP/IP Illustrated

� The Code (esp. BSD implementations)

Detailed wire formats, but informal prose/pseudocode/C for the endpoint

behaviour.
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Those Informal Descriptions

good in the early days (arguably):

� accessible? easy to change? discouraged over-speci�cation?

� emphasis on interop compensated for inevitable vagueness

and ambiguity.

but now we all pay the price:

� protocols hard to implement ‘correctly’

(what does ‘correctly’ mean?!)

� API hard to use correctly

� many subtle di�erences between implementations. Some

intended, some not.
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How Can We Ameliorate that Complexity?

Options:

1. Redesign everything from the ground up. Get BSD, Cisco,

IBM, Linux, MS, Sun to agree on a precise speci�cation.

Update all deployed machines.

2. Invent idealised versions of the protocols, and speci�cations of

what they should achieve, and prove theorems.

3. Describe precisely the de facto standard: what the behaviour

of current systems is.
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How Can We Ameliorate that Complexity?

Options:

1. Redesign everything from the ground up. Get BSD, Cisco,

IBM, Linux, MS, Sun to agree on a precise speci�cation.

Update all deployed machines. Not possible

2. Invent idealised versions of the protocols, and speci�cations of

what they should achieve, and prove theorems. Not useful

3. Describe precisely the de facto standard: what the behaviour

of current systems is. Let’s see...

[and if we can do that, then surely we can be rigorous at

design time for future protocols. Better.]
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The General Usefulness of Speci�cations

A good TCP/IP speci�cation

� Makes it possible to �nd bugs (genuine TCP implementation bugs await)

� Gives the programmer something to aim at when implementing

{ People constantly having to reimplement TCP

{ . . . and it’s notoriously hard to do

� Makes it clear what people using the software can expect (programming

over the Sockets API is horri�c)
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Functional Speci�catons

Writing a full functional speci�cation can be a massive

undertaking.

Circumstances when it can be worthwhile:

� Critical applications

� When multiple (interoperating?) implementations are

expected
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The Goal

Ideally we’d have protocol descriptions that are simultaneously:

1. clear, accessible to a broad community, and easy to modify;

2. unambiguous, characterising exactly what behaviour is

speci�ed;

3. su�ciently loose, characterising exactly what is not speci�ed

(especially, permitting high-performance implementations

without over-constraining their structure); and

4. directly usable as a basis for conformance testing, not

read-and-forget documents.
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What We’ve Done

Developed a post-hoc speci�cation of the behaviour of TCP,

UDP, relevant parts of ICMP, and the Sockets API that is

mathematically rigorous, detailed, accurate, and covers a wide

range of usage.

(And once we believed the speci�cation more than the

implementations, found bugs. . . )
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Experimental Semantics

Take de facto standard seriously: pick 3 common impls

(FreeBSD 4.6{RELEASE, Linux 2.4.20{8, WinXP SP1).

Gain con�dence in accuracy by validating the speci�cation

against their real-world behaviour:

� Generate 3000+ traces on a test network and check they are

allowed by the model, using a special-purpose symbolic model

checker in HOL.

� Validating spec against impls: spec aims to describe the

world, not to prescribe the world’s behaviour

� Follow an experimental semantics approach: write spec and

tests, check, �x, and repeat...
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Speci�cation Language

Spec must be loose enough to allow variations:

� TCP options, initial window sizes, other impl di�s

� OS scheduling, processing delays, timer variations, ...

This nondeterminism means we can’t use a conventional

programming language (not a reference impl).

But, need rich language:

� queues, lists, timing properties, mod-232 sums

So we use operational semantics idioms in higher-order logic.

Machine-processed in the HOL system.
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Speci�cation Language { HOL

Higher-order logic lets us write arbitrary mathematics.

HOL system does typechecking and provides decision procedures

and scriptable proof tactics.

(we’ll use those to write our checker)

(spec as clear as possible; algorithmics in checker)

(not a decidable logic, so HOL is not a fully-automatic theorem

prover or model checker)

Soundness depends only on small kernel.
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What to Model, and How

Have to establish clear (necessarily informal) relationship between

events in the system and events in the model.

Choices: what part of the system to model, at what level of

abstraction.

These choices become embodied in test instrumentation.
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Where to Cut?

TCP ICMPUDP

IP

TCP ICMPUDP

IP

TCP ICMPUDP

IP

TCP ICMPUDP

IP

IP network

applications
libraries and
Distributed Distributed

applications

Host LTS spec

IP network

Sockets API

Wire interface

applications
libraries and
Distributed Distributed

libraries and
applications

libraries and

End-to-end speci�cation (stream-level)Endpoint speci�cation (segment-level)

TCP ICMPUDP

IP

TCP ICMPUDP

IP

TCP ICMPUDP

IP

TCP ICMPUDP

IP

IP network

applications
libraries and
Distributed Distributed

applications
libraries and

Sockets API

Wire interface

Endpoint speci�cation { wire interface only

IP network

applications
libraries and
Distributed Distributed

applications
libraries and

Network-interior speci�cation

25



Where to Cut?

Go for an endpoint (segment-level) speci�cation. The main part

of the spec is the host labelled transition system (LTS) h
lbl�! h 0

TCP ICMP UDP

IP

Sockets API

Wire interface

tid �vtid �bind(fd ; is 01; ps 01)

msg

h

8
>><
>>:

msg

with internal (�) and time passage (dur) transitions

26



Network Interface Issues

Model UDP datagrams, ICMP datagrams, TCP segments.

The model events correspond to wire events, so we model the host OS and

network hardware.

Abstract from IP fragmentation and header, except addresses, protocol, and

payload. (Test instrumentation does IP reassembly.)

Given that, consider arbitrary incoming wire tra�c.

msg = TCP of tcpSegment

j ICMP of icmpDatagram

j UDP of udpDatagram
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tcpSegment = h[is1 : ip option; (* source IP address *)

is2 : ip option; (* destination IP address *)

ps1 : port option; (* source port *)

ps2 : port option; (* destination port *)

seq : tcp seq local; (* sequence number *)

ack : tcp seq foreign; (* acknowledgment number *)

URG : bool; ACK : bool; PSH : bool; (* 
ags *)

RST : bool; SYN : bool; FIN : bool; (* more 
ags *)

win : word16; (* window size *)

ws : byte option; (* window scaling option, typically 0..14 *)

urp : word16; (* urgent pointer *)

mss : word16 option; (* max segment size option *)

ts : (ts seq#ts seq) option; (* RFC1323 option *)

data : byte list]i
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Sockets Interface Issues

� Cover only TCP and UDP usage, for SOCK STREAM and SOCK DGRAM

sockets.

� Include relevant ioctl() and fcntl() calls, TCP urgent data, etc.

� Allow arbitrary (possibly broken) usage.

� API behaviour is intertwined with OS �le descriptors, IO, threads,

processes, and signals. Cut out manageable but useful part (multiple

threads, one process, pselect(), punt on signals).

� API is a C interface, with pointer passing. The instrumentation

abstracts to a value-passing interface. E.g., in BSD accept() has type:

int accept(int s, struct sockaddr *addr,

socklen_t *addrlen);

but the model accept() has type fd! fd � (ip � port).
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Pretti�ed Sockets API
val accept: fd -> fd * (ip * port)

val bind: fd -> ip option -> port option -> unit

val close: fd -> unit

val connect: fd -> ip -> port option -> unit

val disconnect: fd -> unit

val dup: fd -> fd

val dupfd: fd -> int -> fd

val getfileflags: fd -> filebflag list

val setfileflags: fd -> filebflag list -> unit

val getifaddrs: unit -> (ifid * ip * ip list * netmask) list

val getsockname: fd -> ip option * port option

val getpeername: fd -> ip * port

val getsockbopt: fd -> sockbflag -> bool

val getsocknopt: fd -> socknflag -> int

val getsocktopt: fd -> socktflag -> (int * int) option

val getsockerr: fd -> unit

val getsocklistening: fd -> bool

val listen: fd -> int -> unit

val pselect: fd list -> fd list -> fd list -> (int * int) option -> signal list option -> fd list * (fd list * fd list)

val recv: fd -> int -> msgbflag list -> (string * ((ip option * port option) * bool) option)

val send: fd -> (ip * port) option -> string -> msgbflag list -> string

val setsockbopt: fd -> sockbflag -> bool -> unit

val setsocknopt: fd -> socknflag -> int -> unit

val setsocktopt: fd -> socktflag -> (int * int) option -> unit

val shutdown: fd -> bool -> bool -> unit

val sockatmark: fd -> bool

val socket: sock_type -> fd

30



Protocol Issues

IPv4 only (but v6 similar here)

TCP: include roughly what’s in FreeBSD 4.6-RELEASE, i.e. MSS options;

RFC1323 timestamp and window scaling options; PAWS; RFC2581/RFC2582

New Reno congestion control; observable behaviour of syncaches.

omit RFC1644 T/TCP (is in that code), SACK, ECN,...

UDP: only unicast
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Time

Have to model time passage explicitly: much TCP behaviour is driven by

timers and timeouts.

Global time: time passage transitions dur 2 R>0 interleaved with other

transitions. Not internally observable.

Ensure the speci�cation includes the behaviour of real systems with

(boundedly) inaccurate clocks, loosely constraining host ‘ticker’ rates, and

putting lower and/or upper bounds on times for various operations.
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Code Structure vs Spec Structure

The code is very horrible. There is complex structure baked-in from the early

1980s, changed and extended, and somewhat optimised for common cases.

It is very imperative.

The di�erent OSs di�er substantially.

||||||

The speci�cation is arranged for clarity, one rule for each

conceptually-distinct part of the behaviour, as modular as we can make it.

It is also very nondeterministic | at many points the speci�cation allows

any reasonable behaviour
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The Speci�cation: Structure

A HOL de�nition.

� Preamble, de�ning types (host states, TCP segments, auxiliaries,...).

125pp.

� Host transition rules.

{ Sockets API rules (148). 160pp.

{ Message processing rules (46). 75pp.

Typeset automatically from HOL, with extensive comments.

Hopefully annotated enough to make it accessible. (is it?)
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The Speci�cation: Host State Type

host =h[ arch : arch; (* OS version *)

privs : bool; (* whether process has privilege *)

ifds : i�d 7! ifd; (* network interfaces *)

rttab : routing table; (* routing table *)

ts : tid 7! hostThreadState timed; (* host view of each thread state *)

�les : �d 7! �le; (* open �le descriptions *)

socks : sid 7! socket;(* sockets *)

listen : sid list; (* list of listening sockets *)

bound : sid list; (* bound sockets in order *)

iq : msg list timed;(* input queue *)

oq : msg list timed;(* output queue *)

bndlm : bandlim state; (* bandlimiting *)

ticks : ticker; (* kernel timer *)

fds : fd 7! �d (* process �le descriptors *)]i
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The Speci�cation: Sample API Rules

accept 1 tcp: rc Return new connection; either immediately or

from a blocked state.

accept 2 tcp: block Block waiting for connection

accept 3 tcp: fast fail Fail with EAGAIN: no pending connections

and non-blocking semantics set

accept 4 tcp: rc Fail with ECONNABORTED: the listening

socket has cantsndmore set or has become

CLOSED. Returns either immediately or from

a blocked state.

accept 5 tcp: rc Fail with EINVAL: socket not in LISTEN state

accept 6 tcp: rc Fail with EMFILE: out of �le descriptors

accept 7 udp: fast fail Fail with EOPNOTSUPP or EINVAL: accept()
called on a UDP socket
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The Speci�cation: A Simple Sample Rule

bind 5 rp all: fast fail Fail with EINVAL: the socket is already bound to

an address and does not support rebinding; or socket has been shutdown for

writing on FreeBSD

hh[ts := ts � (tid 7! (Run)d)]i
tid�bind(fd;is1 ;ps1)������������! hh[ts := ts � (tid 7! (Ret(FAIL EINVAL))sched timer)]i

fd 2 dom(h:fds) ^ �d = h:fds[fd ] ^
h:�les[�d ] = File(FT Socket(sid);� ) ^
h:socks[sid ] = sock ^
(sock :ps1 6= � _
(bsd arch h:arch ^ sock :pr = TCP PROTO(tcp sock) ^ :::))

Description

From thread tid , which is in the Run state, a bind(fd ; is1 ; ps1 ) call is made

where fd refers to a socket sock . Either the socket already has a local port

binding: sock :ps1 6= � or, on FreeBSD, the socket is a TCP socket which

has been shutdown for writing, such that cantsndmore = T, or has been

detached, such that bsd cantconnect = T.

The call proceeds by a tid �bind(fd ; is1 ; ps1 ) transition leaving the thread in

state Ret(FAIL EINVAL) to return error EINVAL to the caller.
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The Speci�cation: A Less Simple Sample Rule

deliver in 1 tcp: network nonurgent

Passive open: receive SYN, send SYN,ACK

h 〈[socks := socks ⊕ [(sid , sock )]; (* listening socket *)

iq := iq ; (* input queue *)

oq := oq ]〉 (* output queue *)

τ
−→

h 〈[socks := socks ⊕
(* listening socket *)

[(sid ,Sock(↑ fid , sf , is1, ↑ p1, is2, ps2, es , csm, crm,
TCP Sock(LISTEN, cb, ↑ lis ′, [ ], ∗, [ ], ∗,NO OOB)));

(* new connecting socket *)

(sid ′,Sock(∗, sf ′, ↑ i1, ↑ p1, ↑ i2, ↑ p2, ∗, csm, crm,
TCP Sock(SYN RCVD, cb ′′, ∗, [ ], ∗, [ ], ∗,NO OOB)))];

iq := iq ′;
oq := oq ′]〉

(* check first segment matches desired pattern; unpack fields *)

dequeue iq(iq , iq ′, ↑(TCP seg)) ∧
(∃win ws mss PSH URG FIN urp data ack .

seg =
〈[ is1 := ↑ i2; is2 := ↑ i1; ps1 := ↑ p2; ps2 := ↑ p1;

seq := tcp seq flip sense(seq : tcp seq foreign);
ack := tcp seq flip sense(ack : tcp seq local);
URG :=URG ;ACK :=F;PSH :=PSH ;
RST :=F;SYN :=T;FIN :=FIN ;
win :=win ;ws :=ws ; urp := urp;mss :=mss ; ts := ts ;
data := data

]〉 ∧
w2n win = win∧ (* type-cast from word to integer *)

option map ord ws = ws ∧
option map w2n mss = mss) ∧

(* IP addresses are valid for one of our interfaces *)

i1 ∈ local ips h.ifds ∧
¬(is broadormulticast h.ifds i1) ∧ ¬(is broadormulticast h.ifds i2) ∧

(* sockets distinct; segment matches this socket; unpack fields of
socket *)
sid /∈ (dom(socks)) ∧ sid ′ /∈ (dom(socks)) ∧ sid 6= sid ′ ∧
tcp socket best match socks(sid , sock )seg h.arch ∧
sock = Sock(↑ fid , sf , is1, ↑ p1, is2, ps2, es , csm, crm,

TCP Sock(LISTEN, cb, ↑ lis , [ ], ∗, [ ], ∗,NO OOB)) ∧

(* socket is correctly specified (note BSD listen bug) *)

((is2 = ∗ ∧ ps2 = ∗) ∨
(bsd arch h.arch ∧ is2 = ↑ i2 ∧ ps2 = ↑ p2)) ∧
(case is1 of ↑ i1 ′ → i1 ′ = i1 ‖ ∗ → T) ∧
¬(i1 = i2 ∧ p1 = p2) ∧

(* (elided: special handling for TIME WAIT state, 10 lines) *)

(* place new socket on listen queue *)

accept incoming q0 lis T ∧
(* (elided: if drop from q0, drop a random socket yielding q0’) *)

lis ′ = lis 〈[ q0 := sid ′ :: q ′

0]〉 ∧

(* choose MSS and whether to advertise it or not *)

advmss ∈ {n | n ≥ 1 ∧ n ≤ (65535− 40)} ∧
advmss ′ ∈ {∗; ↑ advmss} ∧

(* choose whether this host wants timestamping; negotiate with other
side *)
tf rcvd tstmp′ = is some ts ∧
(choose want tstmp :: {F;T}.
tf doing tstmp′ = (tf rcvd tstmp′ ∧ want tstmp)) ∧

(* calculate buffer size and related parameters *)

(rcvbufsize ′, sndbufsize ′, t maxseg ′, snd cwnd ′) =
calculate buf sizes advmss mss ∗ (is localnet h.ifds i2)

(sf .n(SO RCVBUF))(sf .n(SO SNDBUF))
tf doing tstmp′ h.arch ∧

sf ′ = sf 〈[ n := funupd list sf .n[(SO RCVBUF, rcvbufsize ′);
(SO SNDBUF, sndbufsize ′)]]〉 ∧

(* choose whether this host wants window scaling; negotiate with other
side *)
req ws ∈ {F;T} ∧
tf doing ws ′ = (req ws ∧ is some ws) ∧
(if tf doing ws ′ then

rcv scale ′ ∈ {n | n ≥ 0 ∧ n ≤ TCP MAXWINSCALE} ∧
snd scale ′ = option case 0 I ws

else

rcv scale ′ = 0 ∧ snd scale ′ = 0) ∧

(* choose initial window *)

rcv window ∈ {n | n ≥ 0 ∧
n ≤ TCP MAXWIN∧
n ≤ sf .n(SO RCVBUF)} ∧

(* record that this segment is being timed *)

(let t rttseg ′ = ↑(ticks of h.ticks , cb.snd nxt) in

(* choose initial sequence number *)

iss ∈ {n | T} ∧

(* acknowledge the incoming SYN *)

let ack ′ = seq + 1 in

(* update TCP control block parameters *)

cb ′ =
cb 〈[ tt keep := ↑((())

slow timer TCPTV KEEP IDLE
);

tt rexmt := start tt rexmt h.arch 0 F cb.t rttinf ;
iss := iss ; irs := seq ;
rcv wnd := rcv window ; tf rxwin0sent :=(rcv window =0);
rcv adv := ack ′ + rcv window ; rcv nxt := ack ′;
snd una := iss ; snd max := iss + 1; snd nxt := iss + 1;
snd cwnd := snd cwnd ′; rcv up := seq + 1;
t maxseg := t maxseg ′; tadvmss := advmss ′;
rcv scale := rcv scale ′; snd scale := snd scale ′;
tf doing ws := tf doing ws ′;
ts recent := case ts of

∗ → cb.ts recent ‖

↑(ts val , ts ecr ) → (ts val )TimeWindow

kern timer dtsinval
;

last ack sent := ack ′;
t rttseg := t rttseg ′;
tf req tstmp := tf doing tstmp ′;
tf doing tstmp := tf doing tstmp ′

]〉) ∧

(* generate outgoing segment *)

choose seg ′ :: make syn ack segment cb ′

(i1, i2, p1, p2)(ticks of h.ticks).

(* attempt to enqueue segment; roll back specified fields on failure *)

enqueue or fail T h.arch h.rttab h.ifds [TCP seg ′]oq
(cb
〈[ snd nxt := iss ;

snd max := iss ;
t maxseg := t maxseg ′;
last ack sent := tcp seq foreign 0w;
rcv adv := tcp seq foreign 0w

]〉)cb ′(cb ′′, oq ′)

1
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The Speci�cation: Rules Used for Sample Checked Trace

Rules Observed labels in trace (omitting time passage data and thread ids)

connect 1 connect(FD 8, IP 192 168 0 14, SOME(Port 3333))s

epsilon 1

sdeliver out 99

epsilon 1

−−−−−

TCP 2634140288:0 (0:0) UAPRSF192.168.0.12:3333→192.168.0.14:3333win=57344 ws=0 urp=0 mss=1460ts=572641697,0 len=0
−−−−−−−−−−−−→

sdeliver in 99

epsilon 1 ; deliver in 2

−

TCP 260964823:2
634140289 (0:1) UAPRSF

192.168.0.14
:3333→192.168.0.12

:3333

win=5792 ws=0 urp=0 mss=1460

ts=78216088,57
2641697 len=0

−−−−−−−−−−−−−−−→

sdeliver out 99

connect 2 ; epsilon 1

−−−−−

TCP 2634140289:260964824 (1:1) UAPRSF
192.168.0.12:3333→192.168.0.14:3333win=57920 ws=* urp=0 mss=*ts=572641697,78216088 len=0

−−−−−−−−−−−−→

return 1 OK()

epsilon 1

s

send 1 send(FD 8, NONE, ”Hello!”, [])s

epsilon 1 ; deliver out 1

sdeliver out 99

epsilon 1

−−−−−

TCP 2634140289:260964824 (1:1) UAPRSF
192.168.0.12:3333→192.168.0.14:3333win=57920 ws=* urp=0 mss=*ts=572641747,78216088 len=6

−−−−−−−−−−−−→

return 1 OK(””)

epsilon 1

s

−
−
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−
−
−
−
−
−
−
−
−
−
−
−
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−
−
−
−
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Trace Generation Infrastructure

� set up isolated test network

� instrument Socket API

� instrument network, injecting and sni�ng packets; reassembly

� instrument BSD TCP DEBUG records

� arrange accurate timestamping

� merge events into traces: HOL lists of labels

� distributed management
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Trace Generation Infrastructure

holtcpcb-v8

TCP ICMP UDP

IP

nssock

ocamllib

libd

injectorslurp

merger

tthee

autotest
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Tests

OCaml code that drives the test infrastructure. Coverage:

� all three OSs

� exhaustive where we can get away with it

� aim to cover most of interesting things in the model

(rule coverage - ok) (code coverage - ?)

� produces around 6000 traces in all

eg trace 1484: \send() { for a non-blocking socket in state

ESTABLISHED(NO DATA), with a reduced send bu�er that is

almost full, attempt to send more data than there is space

available."
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Sample Trace Fragment (rendered from HOL)
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The Checker

Problem: Given an initial host h0 and a captured trace l1 : : : ln,

determine if h0
l1! h1

l2! � � � ln�1! hn�1
ln! hn

Nondeterminism (1): Multiple rules may apply, and � transitions

can occur. Depth-�rst search; try � rules last.

Nondeterminism (2): Rules have loose constraints on the host

state, so maintain HOL constraints �i, proving �i ‘ hi
li+1! hi+1.

Simplify constraints as we go along.

Sometimes case split on disjunctions.

Betters. Laziness.

(all within HOL, so correct)
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The Checker | Sample Constraints

For example, a connect 1 transition modelling the connect()
invocation in TCP trace 0999 introduces:
==New variables: (advmss :num), (advmss’ :num option),

(cb’_2_rcv_wnd :num), (n :num), (rcv_wnd0 :num),

(request_r_scale :num option), (ws :char option)

==New constraints:

8n2. advmss’ = SOME n2 ==> n2 <= 65535

8n2. request_r_scale = SOME n2 ==> ORD (THE ws) = n2

pending (cb’_2_rcv_wnd=rcv_wnd0* 2**case 0 I request_r_scale)

pending (ws = OPTION_MAP CHR request_r_scale)

advmss <= 65495

cb’_2_rcv_wnd <= 57344

n <= 5000

rcv_wnd0 <= 65535

1 <= advmss

1 <= rcv_wnd0

1024 <= n

advmss’ = NONE _ advmss’ = SOME advmss

request_r_scale=NONE _ 9n1.request_r_scale=SOME n1 ^ n1<=14

nrange n 1024 3976

nrange rcv_wnd0 1 65534

case ws of NONE -> T || SOME v1 -> ORD v1 <= TCP_MAXWINSCALE47



Checking Infrastructure

Checking is computationally intensive.

But: easily parallelisable (can check each trace independently,

roughly) and CPU bound, not space or IO bound.

So: distribute checking over 100 processors. Mostly as

background jobs, allowing users to control when their machine is

in use.

Now, 2600 UDP traces: 5 hours; 1100 TCP traces: 50 hours.

Was much worse.

Complex dataset, so good user interface vital | HTML views of

progress and results.
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Visualisation: checking a single trace
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Does It Work?

UDP: 2526 (97.04%) of 2603 traces succeed (BSD, Linux, and

WinXP).

TCP: 1004 (91.7%) of 1095 traces succeed (BSD).

(other OSs modelled and partially checked, but deferred for now)

Non-successes: test generation, HOL limits, a few outstanding

spec problems.

Numbers only meaningful if coverage good. Of 194 rules:

142 covered, 32 resource limit, 20 not tested or not succeeded.
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Did We Find Bugs?

No such thing. But: Spec OS-dependent on 260 lines. TR lists 30 anomalies.

1. incorrect RTT estimate after repeated retransmission timeouts

2. TCPSHAVERCVDFIN wrong | so can SIGURG a closed connection

3. initial retransmit timer miscalculation

4. simultaneous open responds with ACK instead of SYN,ACK

5. receive window updated even for bad segment

6. urgent pointer not updated in fastpath (so after 2GB, won’t work for

2GB)

7. shutdown state changes in pre-established states

8. (Linux) sending options in a SYN,ACK that were not received in SYN
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The TCP state diagram { as per Stevens

CLOSED

LISTEN

SYN_RCVD SYN_SENT

ESTABLISHED

FIN_WAIT_1

CLOSE_WAIT

FIN_WAIT_2

CLOSING

TIME_WAIT

LAST_ACK

data transfer state

starting point

2MSL timeout

passive open

active open

simultaneous close

appl: passive open
send: <nothing> appl: active open

send: SYN

appl: send data

send: SYN
recv: SYN; send: SYN, A

CK

recv: R
ST

timeout
send: RST

recv: SYN
send: SYN, ACK
simultaneous open

rec
v: S

YN, A
CK

sen
d: A

CK

appl: close
send: FIN

recv: ACK
send: <nothing>

recv: FIN
send: ACK

recv: ACK
send: <nothing>

recv: FIN, ACK

send: ACK

recv: ACK

send: <nothing>

ap
pl: c

lose

sen
d: F

IN

recv: FIN
send: ACK

recv: FIN
send: ACK

appl: close
send: FIN

appl: close
or timeout

recv: ACK
send: <nothing>

active close

passive close

normal transitions for client
normal transitions for server

appl: state transitions taken when application issues operation
recv: state transitions taken when segment received
send: what is sent for this transition

TCP state transition diagram.

Reprinted from TCP/IP Illustrated, Volume 2: The Implementation
by Gary R. Wright and W. Richard Stevens,

Copyright ' 1995 by Addison-Wesley Publishing Company, Inc.
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The TCP state diagram { a slightly better approximation

NONEXIST

SYN_RECEIVED

deliver_in_1
recv: arS

send: ArSf
there is another socket in state LISTEN

CLOSED

socket_1
socket()
recv: 
send: 

LISTEN

close_8
close())
recv: 
send: 

shutdown_1
shutdown()

recv: 
send: 

deliver_in_1b
recv: r

send: Rs
bad recv segment

deliver_in_7b
recv: R
send: 

SYN_SENT

close_7
close()
recv: 
send: 

deliver_out_1
recv: 

send: rsF

timer_tt_rexmtsyn_1
recv: 

send: arSf

connect_4
recv: 
send: 

deliver_in_2a
recv: r

send: Rs
bad recv segment

deliver_in_7c
recv: R
send: 

deliver_out_1
recv: 

send: rsf

deliver_in_2
recv: arS

send: ArSf

ESTABLISHED

deliver_in_2
recv: ArS
send: Ars

FIN_WAIT_1

deliver_in_2
recv: ArS
send: Ars

FIN_WAIT_2

deliver_in_2
recv: ArS
send: Ars

CLOSE_WAIT

deliver_in_2
recv: ArS
send: Ars

deliver_in_2
recv: arS

send: ArSf

LAST_ACK

deliver_in_2
recv: ArS
send: Ars

timer_tt_rexmtsyn_1
recv: 
send: 

timer_tt_conn_est_1
recv: 

send: ARs
TODO

connect_4
recv: 
send: 

deliver_in_7d
recv: AR
send: 

 except on WinXP

close_7
close()
recv: 
send: 

close_8
close()
recv: 
send: 

states on the incomplete connection queue

deliver_out_1
recv: 

send: rsF

timer_tt_rexmt_1
recv: 

send: ArSf

deliver_in_3c
recv: A

send: Rs
stupid ack, or LAND DoS

deliver_in_8
recv: rS

send: ARs

deliver_out_1
recv: 

send: rsf

deliver_in_3
recv: rf

send: di3out

deliver_in_3
recv: rf

send: di3out

deliver_in_3
recv: rf

send: di3out

deliver_in_3
recv: rF

send: di3out

timer_tt_rexmt_1
recv: 
send: 

deliver_in_7a
recv: R
send: 

close_8
close()
recv: 

send: ARs
states on the complete connection queue

timer_tt_rexmt_1
recv: 

send: arSf

timer_tt_persist_1
recv: 

send: TODO
TODO

timer_tt_keep_1
recv: 

send: Arsf
TODO

timer_tt_delack_1
recv: 

send: TODO
TODO

deliver_in_3
recv: rf

send: di3out

deliver_in_8
recv: rS

send: ARs

deliver_out_1
recv: 

send: rsf

deliver_out_1
recv: 

send: rsF

deliver_in_3
recv: rF

send: di3out

timer_tt_rexmt_1
recv: 
send: 

timer_tt_2msl_1
recv: 
send: 
TODO

close_3
close()
recv: 

send: ARs

deliver_in_7
recv: R
send: 

deliver_out_1
recv: 

send: rsF

timer_tt_rexmt_1
recv: 

send: arSf

deliver_in_3
recv: rf

send: di3out

deliver_in_8
recv: rS

send: ARs

deliver_out_1
recv: 

send: rsf
CLOSING

deliver_in_3
recv: rF

send: di3out

deliver_in_3
recv: rf

send: di3out

TIME_WAIT

deliver_in_3
recv: rF

send: di3out

timer_tt_rexmt_1
recv: 
send: 

close_3
close()
recv: 

send: ARs

deliver_in_3b
recv: rs

send: Rs
 process gone away

deliver_in_7
recv: R
send: 

deliver_out_1
recv: 

send: rsf

deliver_out_1
recv: 

send: rsF

timer_tt_rexmt_1
recv: 

send: arSf

deliver_in_3
recv: rf

send: di3out

deliver_in_3
recv: rF

send: di3out

deliver_in_8
recv: rS

send: ARs

deliver_in_3
recv: rf

send: di3out

deliver_in_3
recv: rF

send: di3out

timer_tt_rexmt_1
recv: 
send: 

close_3
close()
recv: 

send: ARs

deliver_in_3b
recv: rs

send: Rs
 process gone away

deliver_in_7
recv: R
send: 

deliver_in_3
recv: rf

send: di3out

deliver_in_8
recv: rS

send: ARs

deliver_out_1
recv: 

send: rsf

deliver_in_3
recv: rF

send: di3out

timer_tt_fin_wait_2_1
recv: 
send: 
TODO

close_3
close()
recv: 

send: ARs

deliver_in_3b
recv: rs

send: Rs
 process gone away

deliver_in_7
recv: R
send: 

connect_1
connect())

recv: 
send: arSf

deliver_out_1
recv: 

send: rsf

deliver_in_3
recv: rf

send: di3out

deliver_in_3
recv: rF

send: di3out

deliver_in_7c
recv: R
send: 

deliver_in_9
recv: rS
send: Rs

no listening socket

close_3
close()
recv: 

send: ARs

connect_1
connect()

recv: 
send: 

 if the enqueue failed 

deliver_in_1
recv: arS

send: ArSf
segments for new conn

deliver_in_3b
recv: rs

send: Rs
 process gone away

deliver_in_3
recv: rf

send: di3out

deliver_in_3
recv: rF

send: di3out

deliver_in_8
recv: rS

send: ARs

deliver_out_1
recv: 

send: rsf

deliver_out_1
recv: 

send: rsF

close_3
close()
recv: 

send: ARs

deliver_in_7
recv: R
send: 

deliver_out_1
recv: 

send: rsf

deliver_out_1
recv: 

send: rsF

timer_tt_rexmt_1
recv: 

send: arSf

deliver_in_3
recv: rf

send: di3out

deliver_in_8
recv: rS

send: ARs

timer_tt_rexmt_1
recv: 
send: 

close_3
close()
recv: 

send: ARs

deliver_in_3
recv: rF

send: di3out

deliver_in_3b
recv: rs

send: Rs
 process gone away

deliver_in_7
recv: R
send: 

close_7
close()
recv: 
send: 

listen_1
listen()
recv: 
send: 

connect_1
connect())

recv: 
send: arSf

connect_1
connect()

recv: 
send: 

 if the enqueue failed 

deliver_in_6
recv: unconstrained

send: 
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